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Abstract-The token protocols of FDDI and FDDI-M support 
both synchronous and asynchronous traffic. However, FDDI 
suffers from a token-lateness problem, and FDDI-M may starve 
asynchronous traffic. To remove these two weaknesses, we 
propose the on-time timed-token protocol. Its main feature is the 
addition of information to the token that allows a station to 
determine whether the early arrival of a token is due to unused 
synchronous bandwidth or unused asynchronous bandwidth. 
We present a synchronous bandwidth allocation scheme for this 
protocol, and comparison is made against FDDI and FDDI-M. 

I   INTRODUCTION 

We present a modification to the timed-token protocol [1], 
which is used in FDDI networks. The purpose of the timed-
token protocol is the support of synchronous traffic in a 
token-ring network. Messages are grouped into two separate 
classes: synchronous and asynchronous. Synchronous 
messages arrive at regular intervals and have a deadline 
constraint, while asynchronous messages have no deadlines. 
During initialization, a protocol parameter, called Target 
Token Rotation Time (TTRT), is chosen to indicate the 
expected token rotation time in the ring. Each station i is 
assigned a fraction Hi of the TTRT. Fraction Hi is the 
maximum time the station is allowed to transmit its 
synchronous messages upon receiving the token. The 
remaining fraction of the TTRT, A*, where A* = TTRT – 

�
Hi, 

is the time available to transmit asynchronous messages. 
Since asynchronous traffic is likely to persist in the future, it 
is important for the timed-token protocol to support a mixture 
of synchronous and asynchronous traffic.  

A Synchronous Bandwidth Allocation scheme assigns a 
value of Hi to each station i. Several SBA schemes for FDDI 
have been proposed for the support of synchronous messages 
[2,3,4]. However, finding the optimal SBA remains a 
challenge, since none of the SBA schemes proposed is 
optimal [5] (an SBA is optimal if it satisfies a set of 
synchronous traffic streams whenever there exists some SBA 
scheme that satisfy this set [2]). 

In FDDI, the token rotation time may exceed the TTRT 
value. Due to the lateness of the token, an FDDI ring can use 
at most half of its bandwidth to transmit synchronous traffic 
[6]. To alleviate this deficiency, Shin et al. [6] proposed the 
FDDI-M protocol, which performs only two small changes to 
the FDDI protocol. As a consequence, the token is never late, 
and FDDI-M can support traffic with a larger range of 

deadline constraints than FDDI. 
However, in some cases, FDDI-M may not be able to 

transmit asynchronous traffic, although intuitively it should. 
That is, there are scenarios where the fraction A* of the TTRT 
is non-zero, yet the asynchronous traffic is starved. In 
addition, the analysis of SBA schemes for FDDI-M is quite 
unintuitive and unmanageable, and does not lead to closed 
form expressions. Therefore, although there is a large number 
of SBA schemes for FDDI, such as PA [7], FLA [7], MCA 
[2], EMCA [4], ELA [8] and EGA [9] (readers can get a 
better view of the most of the above SBA schemes and even 
more in [10] and [11]), FDDI-M has none (only the basic 
SBA exists, where Hi > Ci, TTRT < Pmin, where Ci is the 
maximum message transmission time,  and Pmin is the 
minimum synchronous period).  

We propose a protocol that not only guarantees the token is 
never late, but also that A* time units can be used for asyn-
chronous traffic in every round. In addition, our algorithm is 
simple and yields a straightforward SBA scheme. 

II   TOKEN PROTOCOLS AND TRAFFIC MODEL 

All token protocols below operate on a ring consisting of a 
number of stations (repeaters), each connected to two others 
by a unidirectional medium that forms a single closed path. A 
small frame, called token, circulates when all stations are idle. 
A station desiring to transmit waits to grasp the token before 
transmitting. After transmitting, the station releases the token. 
Without loss of generality, we assume only one synchronous 
message stream per station. Agrawal et al. [7] showed that a 
token ring network with multiple synchronous streams per 
station can be transformed into a logically equivalent network 
with one synchronous stream per (logical) station. 

A synchronous stream set contains one synchronous 
message stream per station. The message stream at station i, 
Si, is described by a triple Si = (Pi, Ci, Di) where Pi is the 
inter-arrival time of messages in the stream, Di is an upper 
bound on message delay, and Ci is the maximum time needed 
to transmit a message of the stream. Although most SBA 
schemes assume Di = Pi, we do not make this assumption. 
Also, messages may be fragmented into smaller packets for 
transmission, and packet transmission cannot be pre-empted. 

III   PREVIOUS TOKEN PROTOCOLS 

In this section, we overview the FDDI and FDDI-M 



protocols. In addition, we describe a weakness in each of 
them. These weaknesses are overcome by the On-time 
Timed-Token protocol, which is presented in the next section. 

A. FDDI Protocol  

During ring initialization, each station declares a TTRT 
value equal to one half of the requested delay bound of its 
synchronous messages. The minimum declared TTRT is 
selected as the ring’s TTRT. Each station is then assigned a 
portion of the TTRT to transmit synchronous packets. 

Each station has a token-rotation-timer (TRT) and a token-
holding-timer (THT). The TRT always increases and the THT 
increases only when the station transmits asynchronous 
packets. When TRT > TTRT, TRT is reset to 0 and the token is 
marked as “ late” by incrementing the station’s late count Lc 
by one. To initialize all timers, no packets are transmitted 
during the first token rotation after initialization. Also, all Lc 
values are set to 0. 

The duration of packet transmission is controlled by the 
timers, but no packet transmission is preempted. When 
station i receives the token, it does the following: 
1. If Lc > 0, set Lc :=Lc – 1 and THT := TTRT. Otherwise, 

THT := TRT and TRT := 0. 
2. If station i has synchronous packets, it transmits them for 

a time period up to Hi or until all the synchronous 
packets are transmitted, whichever occurs first. 

3. If station i has asynchronous packets, it transmits them 
until the THT counts up to TTRT, or all asynchronous 
packets are transmitted, whichever occurs first. 

4. Station i passes the token to station (i + 1) mod N. 

B. Late Token in FDDI 

Consider a ring network with four stations, namely, 
stations 1, 2, 3, and 4. Suppose there is no traffic (either 
synchronous or asynchronous) in the previous round before 
the token arrives to station 1. The ring parameters are given 
as follows: TTRT = 100, Hi= 20, 1 ≤ i ≤ 4, and τ = 2, where τ 
is the propagation delay of the token around the ring. 

When station 1 receives the token, TRT = τ = 2. Suppose at 
that time there are only asynchronous packets to be trans-
mitted, and just at the time when the station starts to transmit, 
a synchronous message arrives. Then station 1 can transmit 
asynchronous packets for A1 msec. (A1 = TTRT – TRT = 98). 
Suppose after that moment every station has unlimited syn-
chronous messages and asynchronous messages. Then, the 
TRTs of stations 2, 3, and 4 will be 118, 138, 158, and all of 
which are greater than TTRT. Thus, they will receive a late 
token, and cannot transmit asynchronous packets. However, 
when the token reaches station 1 again after this round, the 
token rotation time of the previous round will be A1 + ΣHi + τ 
– H1 = 160, which is a lot greater than one TTRT. It is men-
tioned that TTRT is the expected token rotation time, but from 
this example we can see that the token rotation time may sig-
nificantly exceed the TTRT. Note that the larger the TTRT, the 
lesser is the ability to satisfy sets of synchronous streams. 
Thus, the direct effect of late tokens is the reduced ability to 

schedule synchronous traffic. In this example, the synchro-
nous message arriving in station 1 will experience a waiting 
period of 160. Thus, to be satisfied, its period must be over 
180 rather than only one TTRT (100). 

From the example above, we find that the lateness of the 
token is mainly due to a station being able to use the 
synchronous bandwidth of other users (especially that of the 
previous rounds). I.e., there is no way to distinguish the 
reason for an early token arrival: is this because synchronous 
bandwidth was not used, or because asynchronous bandwidth 
was not used? Thus, the bandwidth consumed in the current 
round may exceed what is expected, resulting in a late token. 

C. FDDI-M Protocol  

During initialization, each station declares a TTRT equal to 
the delay bound of its synchronous messages. Similar to 
FDDI, the smallest delay bound is chosen as the ring’s TTRT. 
Each station is then assigned a portion of the TTRT to 
transmit synchronous packets. However, FDDI-M 
additionally defines TTRTm := TTRT – 

�
Hi – Tp, where Tp is 

the transmission time of a maximum-sized packet. 
Similar to FDDI, each station has TRT and THT timers. 

Timer THT counts up while the station transmits asynchro-
nous packets. FDDI-M differs by having the TRT timer count 
up only when the station is not transmitting synchronous 
packets. To initialize these timers, no packets are transmitted 
during the first token rotation after initialization. 

When station i receives the token, it does the following: 
1. THT := TRT and TRT := 0. 
2. If station i has synchronous packets, it transmits them for 

at most Hi msec.  
3. If station i has asynchronous packets, it transmits them 

until the THT counts up to TTRTm or all of its asynchro-
nous packets are transmitted, whichever occurs first. 

4. Station i passes the token to station (i + 1) mod N. 

D. Starvation of Asynchronous Bandwidth in FDDI-M 

Recall the ring example in Section III-B, where there are 
fours stations, and TTRTm = 100 – 80 = 20 (let Tp = 0 for 
convenience). Suppose there is no traffic before the token 
reaches station 1 in round 0. In round 1, when the token 
reaches station 1, suppose there is plenty of both synchronous 
and asynchronous traffic available at all stations. Let hi and ai 
be the time used for synchronous and asynchronous traffic at 
station i. Then, TRT1 = τ = 2, h1 = H1 = 20, a1 = TTRTm – 
TRT1 = 18. I.e., station 1 can transmit asynchronous packets 
up to the total ring asynchronous allocation, and also its own 
synchronous allocation. For the following stations, the values 
of TRT are 38, 58 and 78, respectively. Since these values are 
all larger than TTRTm, these stations cannot transmit any 
asynchronous packets.  

In round 2, assume again there is plenty of both traffic 
types at all stations. Recall that in FDDI-M, TRT does not 
increase when the station transmits synchronous traffic. Thus, 
when the token comes back to station 1, TRT1 = a1 + 

�
Hi + τ  

– H1 = 18 + 80 + 2 – 20 = 80, which is larger than TTRTm, 



and station 1 is unable to transmit asynchronous traffic. 
Nonetheless, station 1 does transmit its synchronous traffic. 
For the following stations, the values of TRT are all 62 
(counting all synchronous bandwidth used by other stations), 
but this is larger than TTRTm. Thus, no asynchronous traffic is 
transmitted in this round even though there are enough 
asynchronous packets at every station. Even worse, the 
situation will last if there are still both enough synchronous 
packets in each station during the following rounds. 

Note that the token does not carry information about the 
bandwidth usage in the round. Thus, FDDI-M does not know 
whether an early token is caused by unused synchronous 
bandwidth or unused asynchronous bandwidth. This lack of 
knowledge prevents FDDI-M from preventing late tokens 
while at the same time ensuring the transmission of 
asynchronous traffic.  

IV   THE ON-TIME TIMED-TOKEN PROTOCOL 

In this section, we present the on-time Timed-Token 
Protocol (On-time TTP), which overcomes both weaknesses 
mentioned in the previous section.   

In the above FDDI and FDDI-M examples, problems 
occurred because a station cannot distinguish between unused 
synchronous bandwidth and unused asynchronous bandwidth. 
To overcome this, an integer ur is added to the token, where 
ur represents the sum of unused synchronous bandwidth of all 
stations during the previous round. When the token arrives in 
station i, ur should also include the unused synchronous 
bandwidth of station i in the previous round.  

Each station has a timer that has three types of actions: 
start, stop and reset. We define the token rotation time again, 
since it is used frequently below. The token rotation time in 
the on-time TTP refers to the duration of time from receiving 
the token to the next time the station receives the token.  

A. Protocol Constraints 

In order to guarantee message deadlines, the following 
three constraints must be satisfied: 

Ci ≤ TTRT – τ: The transmission time must be no more 
than the available portion of the TTRT, where τ is the portion 
of TTRT that is not available for transmitting packets. �

Hi ≤ TTRT – τ: The sum of the synchronous bandwidths 
allocated to all stations in the ring should not be greater than 
the available portion of the TTRT. 

Ci ≤ Di: The required transmission time must be no more 
than the deadline of the message. 

B. Protocol Outline 

We next present an outline of the on-time TTP.  

1. Station i receives the token, timer stops; 
2. Station i computes: Ai = TTRT – Ti  – ur, where Ti is the 

timer value of station i. If Ai > 0, i.e., if there is 
asynchronous bandwidth available, station i can send 
asynchronous packets up to Ai, secs. 

3. After sending the asynchronous packets (if any), the 

timer resets and starts to count. Then station i sends its 
synchronous packets up to Hi. After sending the 
synchronous packets, station i updates ur in the token as: 
ur := ur – ui; ui := Hi – Ti; ur := ur + ui, where ui is the 
unused synchronous bandwidth of station i during the 
previous round. 

4. Station i passes the token to station (i+1) mod N. 

Consider the following example, using a four-station ring. 
Let TTRT = 100, Hi =  20, 1 ≤ i ≤ 4, τ = 2. Then, A* = 18. 
Suppose there is no traffic before the token arrives at station 
1. Then, T1 = 2, ur = 80, A1 = TTRT – T1  – ur = 18 = A* . Thus, 
station 1 can transmit 18 msec. of asynchronous packets and 
20 msec. of synchronous packets. Then, T1 reaches 20. Previ-
ously u1 = 20 and current u1 = 0, so ur is updated to 80 – 20 + 
0 = 60. When the token arrives at station 2, T 2 = 2 + 20 + 18 
= 40, and A2 = TTRT – T2 – ur = 100 – 40 – 60 = 0. Thus, T2 
is reset, and synchronous packets are sent for 20 msec, Then, 
with a similar calculation to station 1, ur is updated to 60 – 20 
+ 0 = 40. When token arrives to station 3, T3 = 2 + 40 + 18 = 
60, A3 = TTRT – T3 – ur = 0,  then similar to the calculation of 
station 2, ur is updated to 20. For station 4, same as station 3, 
A4 = 0, and ur is updated to 0. Thus, when the token comes 
back to station 1, ur = 0.  

By continuing this calculation, we see that the synchronous 
and asynchronous bandwidth can both be used if every 
station has enough synchronous and asynchronous packets. 
Also, even though the bandwidth is fully utilized, the token is 
never late. We formalize this with the following theorems.  

Theorem 1: The token rotation time may reach TTRT, but it 
never exceeds TTRT  (it is never late).  

Theorem 2: During each round, a total of A* time units are 
always available for asynchronous transmission. 

In particular, if the on-time TTP is executed in the scenarios 
of Sections III-B and III-D, the token is never late, and the 
asynchronous traffic is not starved. 

V   SYNCHRONOUS BANDWIDTH ALLOCATION SCHEME 

A Synchronous Bandwidth Allocation (SBA) scheme 
guarantees that synchronous messages are transmitted before 
their deadline. We next present a SBA scheme for the on-
time TTP. We first define Xi as follows. Given any interval of 
size Di, Xi is the minimum amount of time during which 
station i can transmit synchronous packets in this interval. 

Theorem 3: For the on-time TTP, Xi = mi⋅Hi + max {[Ri – 
(TTRT – Hi)] , 0}, where mi = � Di/TTRT�  and Ri = Di – 
mi⋅TTRT. 

Figure 1 illustrates the values of Ri, mi and θi used in our 
SBA scheme (θi is defined as TTRT – Ri). In general we have 
two cases: when Di ≥ TTRT for all i, and when there is an i 
such that Di < TTRT. We first consider the former case.  

If Ri = 0, i.e., the last TTRT ends right at the edge of the 
deadline, then we can divide Ci equally into mi rounds so that 



after summing the divisions, the total transmission time does 
not exceed the required transmission time Ci. Thus under Ri = 
0, we can have Hi = Ci / mi.  

Assume Ri ≠ 0. If miθi ≥ Ci, i.e., θi ≥ Ci / mi, it means that 
after mi rounds station i can transmit all the synchronous 
packets  of the message, and need not use any synchronous 
bandwidth in round (mi + 1). Thus, we can also divide Ci 
equally by mi rounds, and choose Hi = Ci / mi. Otherwise, if 
miθi < Ci, i.e., θi < Ci / mi, it means that after mi rounds 
station i can not transmit all the synchronous packets of the 
message and needs to use some synchronous bandwidth in 
round mi + 1. Thus, we adjust the synchronous bandwidth, so 
that station i can use the synchronous bandwidth equally in 
each round. Let Hi = θi + (Ci – miθi) / (mi + 1). Then, before 
the deadline, the time station i can use to transmit 
synchronous packets is as desired: 

(mi + 1) Hi – θi = (mi + 1) θi + (Ci – miθi) – θi = Ci  

Consider now the case where Di < TTRT for some i. Even 
if we let 

�
Hi = TTRT – τ, i.e., all bandwidth is given to the 

synchronous traffic, it is possible that the token cycle time 
may reach TTRT (Theorem 1). Thus, the token cycle time is 
larger than Di, i.e., the deadline will be missed. To avoid this 
situation, we only schedule a stream set if it satisfies: 

�
Ci < 

Dmin – τ, where Dmin is the minimum of all the message 
deadlines. Then, if we let Hi = Ci, without being affected by 
the asynchronous traffic, the sum of the maximum message 
transmission times of all the stations is 

�
Ci + τ < Dmin < 

TTRT. To make all the stations unable to transmit 
asynchronous messages, we create a fake source; it does not 
transmit messages, but it is allocated a synchronous 
bandwidth Hx = TTRT – 

�
Hreal – τ. Its message deadline can 

be set to be the maximum of all the deadlines and the 
maximum message transmission time can be set to 0. 

The SBA scheme of the on-time TTP is thus as follows: 

Case 1: If for all i, Di ≥ TTRT; then 
If miθi ≥ Ci or Ri = 0, let Hi = Ci / mi 
Otherwise, let Hi = θi + (Ci – miθi) / (mi + 1) 
Where θi = TTRT – Ri 

Case 2: If there is an i, s.t. Di < TTRT and 
�

Ci + τ < Dmin; 
Let Hk = Ck for all real sources k, and let  

Hx = TTRT – 
�

Hreal – τ, for the fake source x. 

Theorem 4: Given the above SBA scheme, if the protocol 
constraint is satisfied, then the set of synchronous streams is 

schedulable, i.e., no message deadline is violated. 

VI   COMPARISON WITH FDDI AND FDDI-M 

In previous papers, the expression of Xi for FDDI has also 
been proposed. Here, Xi is the minimum available time that 
can be used during the period Pi by station i (because it is 
assumed that Pi = Di). Thus, the deadline constraint is 
satisfied if and only if Xi ≥ Ci.  As we saw before, the most 
important timing property required for developing an optimal 
SBA scheme is the derivation of Xi. Chen et al. [2] first 
derived an Xi expression (on which SBA scheme MCA [2] 
was developed) as shown below: 
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where qi =  Pi/ TTRT �  and ri = Pi – qi⋅TTRT. However, (1) is 
not exact enough and may give a value too low of Xi. Zhang 
and Burns [4] derived a tighter Xi expression as follows: 
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Here I(v) is the tight upper bound on the (maximum) time 
that could possibly elapse in the worst case before any station 
uses up its next v (where v is a positive integer) allocated 
synchronous bandwidths (Hi’ s). Although (2) is a less 
pessimistic result than (1) for calculating the minimum 
available transmission time (because a larger value of Xi may 
be calculated), the improved Xi (upon which SBA scheme 
EMCA [4] was developed) is still not precise enough for an 
optimal SBA scheme to be developed. 

 In the on-time TTP, since the token is never late and the 
token rotation time is bounded by TTRT (see Theorem 1 and 
2), the maximum time that could elapse before any station 
uses up its next v allocated synchronous bandwidths is 
v⋅TTRT, i.e., the I(v) expression for the on-time TTP is I(v) = 
v⋅TTRT. If we look at the I(v) expression derived by Zhang et. 
al, we may find that when the period under consideration is 
not very large (not more than n⋅TTRT), the expression derived 
by Zhang et. al. will become  

TTRT TTRT

Ri

Hi Hi Hi

Di

θi

TTRT

 
Figure 1. SBA scheme illustration 
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Thus we can see that the I(v) expression for the on-time TTP 
is less than that derived by Zhang et. al.. Thus, within a 
certain time period and with the same synchronous allocation 
for all stations, the on-time TTP will be able to use the token 
for more time than in FDDI. That is, it can send more packets 
than FDDI. This implies that the on-time TTP can schedule a 
larger range of streams sets than FDDI. 

Besides the above advantage over FDDI, since Theorem 1 
shows that the on-time TTP guarantees that the token is never 
late, the complexity of case analysis is significantly reduced 
compared to FDDI. This is also a reason why the on-time 
TTP is able to schedule a message set with larger range of 
deadlines. 

In [6], it is mentioned that in FDDI network, at most N = 
min{ D/(2C), P/C}  synchronous connections can be 
established to ensure each station gets the token at least once 
every D units of time and at most N × C/P = min{1, D/(2P)}  
× 100 Mbps of synchronous throughput can be provided 
(where P is the message generation period, C is the time 
needed to transmit a message and D is the deadline of a 
message). This is because we must have TTRT ≤ D/2. 
However, in FDDI-M at most min{1, D/P}  × 100 Mbps of 
synchronous traffic can be supported because the TTRT (not 
TTRTm) in FDDI-M can be set to be as large as D.  That 
means FDDI-M can support double the synchronous traffic as 
FDDI. In the on-time TTP, similarly, the TTRT can also be 
set to be as large as the message period, so that under the 
same conditions of FDDI-M, the on-time TTP can also 
support double the synchronous traffic transmission as 
compared to FDDI. 

As another characteristic of the on-time TTP, it guarantees 
that in each round, a certain amount of asynchronous can be 
consumed, if desired. As shown earlier, in FDDI-M, in some 
cases, the total allowed asynchronous bandwidth is only 
consumed for a small part in a whole round. 

However, there may be a tradeoff for removing late tokens. 
When the token arrives at a station, if there are no packets 
(neither synchronous nor asynchronous) in the previous 
round from the station‘s view, the station can transmit up to 
TTRT – τ asynchronous packets in FDDI, while in the on-
time TTP the maximum amount of asynchronous packets that 
can be transmitted is only TTRT –� Hi – τ. However, the 
token will quickly return to the station, and the station may 
then transmit again a total of TTRT –� Hi – τ.  

VII   TOKEN IMPLEMENTATION 

For an efficient implementation, a station must be able to 
quickly determine, with only a few bits delay, if the incoming 
frame is a token or not. Furthermore, it must quickly decide 
whether it should seize the token. One bit in the frame can be 
used to distinguish between data frames and token frames. 
Thus, the remaining issue is to quickly determine if the 

station should seize the token. 
A station with Hi > 0 should always seize the token, since it 

is allowed to transmit up to Hi time units of synchronous 
packets. Even if the station has no synchronous packets to 
transmit, seizing the token and then releasing it (which takes 
less than Hi time units) will not interfere with the guarantees 
of other stations. 

Assume now that station i has Hi = 0. If the station has 
asynchronous packets to send, it must quickly determine if it 
should seize the token. From the outline of the on-time TTP 
we know that a station can transmit asynchronous packets for 
a total of Ai = TTRT – Ti  – ur time units. Thus, it must look 
through all bits of ur in the token and its timer Ti to decide if 
it should seize the token. A practical way to do this is to keep 
in a register the value of TTRT – Ti. The register has an initial 
value of TTRT and counts down only. We compare the 
register value with the ur (bit by bit) as the bits are received. 
We can see that a station can transmit no asynchronous 
packets if the register value is equal to ur. On the other hand, 
if it is found that for some bit, the register is greater than ur, 
then the station aborts forwarding bits of the token (and hence 
the next station cannot seize it since it receives a partial 
token) and seizes the token. Hence, the token can be seized 
with a delay of only a few bits per station. 
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