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Abstract—IP alias resolution is an important step in gen- Most of these projects utilize the well-knowmaceroute

erating sample Internet topologies from collected path traces. software for topology collection. Traceroute returns the path
Inaccuracies in IP alias resolution may significantly affect the to a given destination by tracing the routers in between

characteristics of the resulting sample topologies. This in turn .
affects the accuracy of measurement results obtained using Traceroute uses TTL-scoped probe packets to obtain ICMP

such topologies. Existing tools for alias resolution use an active €ITor messages from the routers on the path. Typically, each
probing approach. They induce significant traffic overhead into ICMP error message includes the IP address of one of the
the network and critically depend on the participation of the interfaces of the router as its source IP address. By collecting
routers. Recent studies have reported on the limited effectlvenessthe source IP addresses from the incoming ICMP error mes-
of these approaches [1], [2]. . .

In this paper, we present a novel approach, called Analytical sages, traceroute returns the pgth information as a sequence
Alias Resolver (AAR), for IP alias resolution. Given a set of path Of IP addresses each representing a router between the local
traces, AAR utilizes the common IP address assignment schemeSystem and the remote destination.
to infer IP aliases from the collected path traces. AAR does not  After collecting the path traces, the next step is to build a
incur traffic overhead due to active probing for alias resolution. network map from the collected information. This step requires
t?:éeesxgigrxemgl’e(\:’glm“;g?gj ?c:' Z‘xisse;n%f Z(EfLergfthT,erﬂitFepi?n identification and grouping of IP addresses belonging to the
detect significantly more number of IP aliases. same router, a task often referred to IRsalias resolution

Alias resolution is an important yet often overlooked compo-

nent of traceroute-based Internet map construction process. In-
I. INTRODUCTION accuracies in alias resolution may result in a network map that

(1) includes artificial links/nodes and/or (2) misses existing

Internet’s core is a web of interconnected backbone nghks/nodes in the sample topology. Consequently, flaws in the
works of high speed. Thousands of small and medium siz&sulting network map cause inaccuracies in the conclusions
Autonomous Systems (ASes) interconnect individuals, bugjerived from the studies that use this map [1], [2], [8], [9].
nesses, universities, and agencies over this backbone. Globals an example, the authors of [1] identified IP alias res-
overview of the Internet infrastructure is rather complex yefiution as the main reason for the limited success of the
Internet continues its growth with no central authority t@opology discovery method used in the Rocketfuel study [7].
regulate. Similarly, in our recent study on the intersection characteristics

Understanding the topological and functional characteristio$ Internet paths and trees, we observed considerable effect of
of the Internet is an important research issue. This understaatias resolution on the final results [2]. In the same study, we
ing is essential to verify, correct, and improve various desiralde@monstrated the effect of IP alias resolution on the validity
properties of the Internet including its robustness, reliabilitgf recently proposed sampling bias tests [8] that are used to
efficiency, and security. Moreover, this understanding helpgeck the representativeness of collected network topologies.
in designing and introducing new applications and servicesin this paper, we present a novel approach for IP alias
without breaking or negatively affecting the existing ones. Agsolution. We develop an analytical approadmalytical
a result, several Internet measurement studies have been gifas Resolver (AAR)that utilizes the common IP address
ducted to investigate numerous characteristics of the Interagksignment scheme to infer IP aliases from the collected
topology and its functionality. path traces. Compared to the existing approaches that use

Most Internet measurement studies require the availabiliégtive probes to find alias pairs, AAR does not introduce any
of a representative Internet map. Nonetheless, no complptebe traffic into the network. In addition, AAR can be used
map depicting Internet’s router level structure or topologipgether with the existing approaches to significantly improve
exists. There are several projects/efforts that collect large sctile overall success rate and reduce the probing overhead in
Internet maps. These include the Skitter [3] project of CAIDAgsolving IP aliases. Our preliminary evaluations that compare
AMP [4] project of NLANR, Scriptroute [5] measurementthe success rate of AAR with that of the existing approaches
infrastructure of PlanetLab, DIMES project of Tel Aviv Uni-show that AAR can perform significantly better than the others
versity fwww.netdimes.org ), and several others [6], [7]. depending on the collected path traces.



The rest of the paper is organized as follows. Section the same router. The experiment can be repeated several times
summarizes the existing approaches to IP alias resolutidm.increase the level of confidence in the decision.
Section Ill presents some observations that are used in thdhis approach is used in the receally [7] tool. Ally
development of AAR. Section IV describes Analytical Aliacombines several techniques that seek peculiar similarities
Resolution and Section V presents an evaluation of AABetween responses to probes. Maialjy extendsmercatorby

approach. Finally, the paper concludes in Section VI. checking the IP identification field values in the IP protocol
header of the returned ICMP response messagig.also
Il. RELATED WORK compares the TTL values of the responses to narrow search
A. Existing Approaches for IP Alias Resolution space and tests for potential ICMP rate limits of the routers.

, . - . . Given two IP addresseslly successively sends a probe
In this section we present the existing IP alias resolutlonacket to each of the two address. and a third packet to
approaches in four groups: P ' P

the address that responds first. If the responses have IP
Address Based Method identification values in sequence with a small difference in

This approach uses active probes to resolve IP address aliagggyeen, they are likely to be aliases and are classifietias

Itis based on a certain implementation of ICMP error reporting sqdresses are classified msn-alias when identification
mechanism at the routers [10]. It assumes that when a roujges are distant or asmmknownwhen one or both of the IP
generates an ICMP error message to be sent to a remote sys{gftesses do not respond to probe. The latter can happen as
S, the router uses the IP address of the interface that is on §3¢ne |SPs configure their routers to ignore probes directed to
shortest path to S as the source IP address in the ICMP effm There is also possibility that two responses from non-
message. In order to check if two given IP addresses, say |Rjias IP addresses will have close identification values. Thus,

and IFs, belong to the same router, one can generate and s@gfeating the alias resolution test may reduce false positives.
probe packets to each IP address and compare the sourcey (s 5.ced Method

addresses in the retumed ICMP error messages. DNS based method relies on the similarities in the host names

Address based method is fairly simple and is quite powerfg% routers and works when an ISP uses a systematic naming

in resolving IP aliases. On the other hand, it depends O Bhvention in assigning IP addresses to router interfaces. By

\?vizgﬁu'ri;'mgf;legtitr'g; Ogrzcel\/lzu?gror\/;en%(g:'qg rgtnag:}f‘enr'sr“zl]nalyzing the structure of host names, one can decide whether
y 9 ) addresses are alias or not. This method can be successful

&¥en if a router does not respond to probes directed to itself.
Messanes L%wever, the DNS based approach can be used only when a
ges. systematic naming scheme is used by the ISP and the naming

rMEAr/ca\tlsr”[ti] V?:dIF')ﬁ'r:iderr(WV\let'iC?\'(:a'?rgt/rt]oct)ls d)dr template is present in the databasgdly uses this technique
are two we ° allas resoiution toofls that Use acdresg i, unresponsive routers with the aiduafinstool which

based_ method._They send _prob_e packets to each IP addr Pses DNS names and reveals the geographic location of an
If replies from interfaces with different IP address have t
... IP address [5].
same source IP address, these IP addresses are classified as
aliasesiffinder may discover additional aliases comparing (1graph Based Method

outgoing interface addresses stored in the packet by enablidPh based method builds a directed graph of linked IP
IP record route option (RFC-791) and (2) incoming interfa dresses from traceroute outputs and observes patterns in the

address of the router replying to port unreachable error. resulting graph to infer likely aliases and unlikely aliases [12].
I Firstly, if two IP addresses directly precede a common succes-
IP Identification Based Method

. . . . _ .sor IP address, then the two IP addresses are likely to be alias.
This method relies on the IP identification field values "Fhe main assumption is that a router uses the IP address of the
P prc_)tocol heafjer of the returned ICMP. error messag oming interface as the source IP address for its response
for alias resolutlon.. When.an P packet |s._ge.nerat.ed, .t essage. The second observation is that the addresses found
kernel puts a 16'b',t value mto th.e IF? |d§nt[flcat|on field R, the same traceroute are unlikely to be alias. This approach
the IP header. Typically IP identification is implemented %ainly serves as a preprocessing step to reduce the number of

a monotonically increasing counter. It is mainly used f : .
. . ’ -~ _probe pairs for an active probe based approach.
identifying multiple fragments of the packet at the destmaugﬁsﬂ P P PP

in the case of IP packet fragmentation. Since IP identificati¢h Limitations of Existing Approaches
counter is monotonically incremented, successive packets origAmong the above approaches, probing based techniques
inating from the same router have consecutive IP identificatiéaddress based and IP identification based techniques) are the
numbers. most effective methods for alias resolution. However, these
This mechanism is used to identify if the ICMP erroapproaches suffer from several disadvantages. First of all,
messages are coming from the same router after sending prabive probing introduces traffic overhead in the network. Both
messages to different IP addresses. If the returned ICMPproaches require one probe for each IP address in ques-
error messages have consecutive or close by IP identification. Additionally, IP identification based method may need
numbers, this is an evidence that the messages are createtepgated probes to increase the confidence of the decision.

alternative approaches in generating and sending ICMP er



Fig. 1. Detecting IP aliases on a symmetric path segment.

In addition to introducing traffic overhead, probing basedssignment to the interfaces. Recently, the use of /31 is made
techniques suffer from lack of support by ISPs for probingrossible for point-to-point links (RFC-3021). For instance, the
That is, most ISPs consider their network topology informatiasubnet of the point-to-point link in Fig. 2 can be either /30 or
as private information and hide it by configuring their router81. For both cases, the IP address assignment to the interfaces
not to respond probes directed to themselves. FurthermaséroutersA and B are shown in the Fig. 2 where x’s denote
some operating systems assign random IP identification valtles network address.
to minimize the release of information as part of their protec-
tion mechanism against attackers. These situations make Bielnferring IP Aliases on Point-to-Point Links

IP identification based technique ineffective. For example, in_l_h P add . i fice f intet
our recent Internet measurements related study [2] we utilized. € common [ address assignment practice for a point-to-

ally to resolve IP aliases in a collected traceroute data s@?.!m link res_ults mconsec“m.}e IP addresses on the pomt-to—.
At the end of alias resolution procedure, we realized &higt pomt.(Se_e Fig. 2). Consecutiveness of IP addresses on a point-
probes to 3122 unique IP addresses out of 7073 unique.tﬂ5p0|nt link can be used to track potennal pa}th symmetry
addresses did not get a response. Similarly, [1] reports on fﬂepath traces between two end points. That is, given path

limited success of probing based alias resolution on anotHEees betwe(_an two end points X and Y, one can look for
real network topology. two consecutive IP addressesylRnd IP; where IR, is an

IP address in the path trace from X-to-Y andglfs an IP
address in the path trace from Y-to-X. Once such a match is
[1l. OBSERVATIONS observed, IP aliases can be inferred from the proper alignment
In this section, we present several important observatiopthe path traces.
about some Internet characteristics that helped us in theFor instance, we use the above relation to infer IP aliases on

development of our alias resolution technique. a pair of path traces between the Yale University (Yale) and
) ) Southern Methodist University (SMU). Table | displays the
A. IP Address Assignment Practices traceroute output from SMU to Yale and theverseof the

IP address space is a very scarce commodity and is used@feroute output from Yale to SMU. Closely examining these
a systematic way with a great care. The IP address assignnféf@ traces, we observe correlations between IP addresses in the
mechanism adheres to the guidelines presented in the Interhet oW till the 10" row. Assuming point-to-point links with
Registry IP Allocation Guidelines (RFC-2050). Basically, I#30 or /31 subnets, we can construct the path segment corre-
addresses belonging to a domain or an ISP network are dividiPnding to the traces as in Fig. 1. This arrangement then can
into subnet ranges. Each subnet has a network address 2@gsed to detect IP aliases: 129.119.0.249 and 206.223.141.90
each device, e.g., an end host or a router within the subrii¢ |P aliases representing routé, 206.223.141.89 and
gets an IP address from the range of the network address gig&§-223.141.69 are IP aliases representing rotitegtc.
to the subnet. For example, if a subnet has a network address

of 192.168.0.240/28, then the last 4 bits are used to identify TABLE |
the individual IP addresses to be assigned to the devices in TRACEROUTE RESULTS BETWEENSMU AND YALE
this subnet. These four bits can identify at most 14 devices.
The remaining two IP addresses, namely 192.168.0.240 and # SMU to Yale Yale to SMU
192.168.0.255, have special meanings and are not typically (Direct path) | (Reverse path
AW R
For point-to-point links between two router interfaces, a 3| 206.223.141.89 206.223.141.90
/30 subnet address is defined and used for the IP address 4 | 206.223.141.70 206.223.141.69
5 198.32.8.34 198.32.8.33
XoXxXxxxx01l X xxxxxx10 /30 subnet ? iggggggg iggggggg
e 8 192.5.89.9 192.5.89.10
9 192.5.89.33 192.5.89.34
X XXXXXXX0 - X, XXXXXXX1 /31 subnet 10 192.5.89.70 192.5.89.69
. . . - 11 130.132.1.19 130.132.1.100
Fig. 2. IP address assignment for a point-to-point link 12 | 130.132.252.244 130.132.23 1




IV. ANALYTICAL ALIAS RESOLUTION address assignment mechanism for point-to-point links. Given

In this section, we introduce a novel algorithm, Analytica® Path pair (i.e.,trace(v;,v;) and trace(v;, v;)) between
Alias Resolver (AAR), that uses the above presented methd@'ticesvi andv; in V, AAR uses the relation in Equation 1
ology to resolve IP aliases. Given two path traces between tifbidentify symmetric path segments between the two paths.
nodesA and E (one path trace fromd to E and the other By s_ymm_etry, AAR locates the point-to-point links connecting
from E to A), AAR uses an analytical approach to identifyertices in the preferred pathBP(v;,v;) and PP(v;,v).

IP aliases. In the following, we first define Two-Path Aliaddentifying point-to-point links, AAR checks for the existence

Resolution Problem (TPARP) and then present our algorith% interface address aliases and returns the found alias pairs.
to solve this problem. Each alias pair helps to remove a potential artificial vertex and

o . an artificial link from the resulting network grapf.

Definition ( «— ): Let — be a logic operator such that 1 aigorithm in Fig. 3 solves the TPARP and produces
IP4 «— IPp results intrue only if IP4 and IP; are ina /30 ¢ aqdress aliases using aforementioned observations. The
subnet or /31 subnet as in Fig. 2. algorithm operates as follows. First, it populatésby in-

Definition: Let G = (V, E) be a connected graph where eacqluding a vertex for each interface address and populates
vertexv € V has one or more interfacesy’, i, ... i, o)) £ by including an edge between two consecutive interfaces

Let i¥ denote thek'" interface of vertex» where eachy has [N the trace outputsrace(v;,v;) and trace(v;, v;). After
an address iV.address, that is unique inG. An edgee € this step, the graplis includes all connections between the
E connects two adjacent vertices and v,,; by connecting vertices, but potentially has redundant vertices and edges as

interfacesi’* of v, andi,*** of v, and satisfies the reIationV_Ve”l- Then, .alias resolution _phase minimizes. the graph by
finding IP aliases and removing redundant vertices and edges.
1)

In each iteration of the alias resolution phase, the algorithm
Definition (PP): Let a preferred path cqnsider; an interfgcegs of trace(v;,v;) and compares it
PP(v1,0;)=(Vep(o,.0): Epp(uioy) be a subgraph of with the interfaces |rtrace_(vj,v,»). When a match is found

G such  that VP;(Z- fu-)={vil,7vz+1,vi+2.- ..w;} represents based on I_Equatlon_ 1,a p0|nt-to-p0|_nt link is |dent|f|ec_i between
the sequence of l(/értices between; and v;, and the matchlng vertices. Th(_er_w, vertices ¥ representing the
Epp(or.0,)={ €010 €(omsr0msa - £(wr 10y} TEDIESENLS ma}tched interfaces are unified b)_/ = v qnd Up = Vg1

the séqﬁence of edges A connectijng' the vertices. An This also merges the c':orrequndmg.edgeEIrFlnaIIy, asa
€dge e (v, ver1) € Epp(un.s;) COMECSUL € Vpp(y,.o,) and byproduct of the algorithm, alias pairs are recorded in a set
V41 € Vpp(u;,0,) Via interfacesi; andig"*".

called Alias.

A path is a preferred path based on some application specific
criteria, e.g., shortest path, minimum cost path, etc. Note that
PP(vj,v;) may or may not be equal t& P (v;,v;).

i,°.address «—— i,°" .address

INPUT: trace(v;,v;) andtrace(v;,v;)
OUTPUT: G = {V,E} ; Alias = |J (i*, ")
INITIALIZE: V =0; E=0; Alias=(

Definition (Trace): Trace(v;, v;) is a function of a preferred
path PP(v;,v;) where the trace visits each vertex ¢
Vep(u,,0;) Starting fromv; all the way tov; and returns a
list of interfaces (one for each vertex) as its output.

The interface representing a visited vertex in trace output
is called anincoming interface A trace function is said to
arrive at a visited vertex from its incoming interface and the

/* populateV and E */
for (V i € (trace(v;,v;) or trace(v;,v;)))
‘7 — ‘7 U Vk

incoming interface for a trace function is identified based on
some application specific criteria.

Definition (TPARP): Given two path tracesrace(v;, v;) and
trace(vj,v;), Two-Path Alias Resolution Problem (TPARP)
is the problem of building a subgrapli’ of G such
that G=(V,E) where V=(Vpp(v,,0;,) U Vpp(v,w,)) and
E:(Epp(v“vj) U EPP(vj,v,;))- If ’L.ZS S trace(vi,vj) and
;" € trace(vj,v;), then there should be one and only one
vs € V. And, for vs,v; € V, if i¥ € trace(v;,v;) and
i, € trace(v;,v;) andiys.address «—— 1i,'.address, then
there should be one and only ong,_ ,,) € E.

Analytical Alias Resolver (AAR)
Having defined the TPARP problem, we now present the

if (3i%-1)then E «— E U e(vy,v,_1)
/= alias resolution phase/
for (V ige
if (314, € trace(v;,v;) |
(" .address «—— i .address)) then
if (3 vi—1 € trace(v;,v;)) then
/* merge into one vertex/

7Z§ c t’[‘{l(}@(”’h Uj ))

Vg = Up_1
Alias — Alias U (i4,7,"")

if (3 vs—1 € trace(v;,v;)) then
vy =vs—1 /* merge into one vertex/
Alias — Alias U (iq" ", 1;")

Analytical Alias Resolver (AAR) algorithm as a solution to
this problem. AAR benefits from previously mentioned IP

Fig. 3. AAR: An approach to solve TPARP problem.
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Fig. 4. Reducing grapli¥ by merging aliases

Fig. 4 demonstrates an example case to identify IP addres©n the quantitative site, we use our data set to compare
aliases on a point-to-point link. Interfacés~' andi’s are on the number of alias pairs returned by different approaches.
the forward path trace and interfacé,jé*1 andi,* are on the First, we use AAR algorithm on 351 path pairs to identify
reverse path trace between two end pointsand v;. Since potential alias pairs and use the probing based approaches to
iy .address — ;" .address, according to Equation 1, theresee if they agree with AAR on this set of potential alias pairs.
is an edge connecting the two verticesandv;. Due to the Note that without having the underlying network topology
edge between, andv;, i)° andz‘}j"‘l are aliases and,; and information, we cannot really be sure if a pair of IP addresses
1,1 are merged. Similarlyiq ' andi,* are aliases and,_; are alias. Our motivation here is to see the level of agreement
andv; are merged. and disagreement among the alternative approaches. Table I

presents the number of alias pairs identified by each approach.

V. EVALUATIONS AAR identifies 180 pairs of aliases in the data set. Being a

In this section, we present our experimental evaluatioH§S§iYe ?pproach, resglts in the form of 'Not AIias’_or No
of the Analytical Alias Resolver (AAR) in two phases. InD€cision” are not applicable for AAR. The comparison of
the first part, we compare AAR with the existing IP aliaéhe second and the third rows suggests that IP identification

resolution approaches. For our evaluations, we use tracerdR@§€d approach is more effective than address based approach.

tool to collect a set of end-to-end path pairs on the ActivE® 1ast row indicates thailly and AAR agree on 77 cases,

Measurement Project (AMP) [4] infrastructure of NLANR disagree on 5 cases. _
Our data set includes 351 pairs of path traces among 22!” the next step, we rurally on all IP address pairs

02 — . .
vantage points and includes a total of 503 unique IP addressés: ) = 126,253 pairs) to observe the number of address pairs

In the second part, we use a data set obtained from t ally identifies as alias but AAR does not. As shown in

Abilene Internet2 backbone network to assess the accurf& - 5, ally iQentif?es a t.otal of 100 alias pairs out of which
and the effectiveness of AAR. Here, we compare the set match with alias pairs retu'rn.ed by AAR AAR dqes hot
alias pairs that AAR returns with the set of actual alias paif§PO"t @ny result for the remaining 23 pairs. Assuming that

that we obtain from an interface-level map of the AbilenH'® 23 alias pairs returned tally are accurate, the reasons
network topology. for the failure of AAR in returning these alias pairs may be

that either (1) the two IP addresses in an alias pair may not
A. Comparison to Existing Approaches belong to a path pair between two vantage points (i.e., the two
IP addresses may appear on two independent traceroutes) or

!n _th's supsectlon, we compare our approach with tQE the relevant routers are connected by a medium other than
existing probing approaches, namely address based approgc bint-to-point link

IP identification based approach, and the current state-of-the-
art tool ally, which combines both approaches.

Qualitatively speaking, we can compare the above ap- TABLE Il
proaches based on their overhead and effectiveness as follows. IDENTIFIED [P ALIASES
AAR is a passive approach where it does not require active Method Alias Not Alias— No Decision
probe messages for resolving IP aliases. However, AAR as AR 180 T2 T
sumes availability of path traces to perform alias resolution. —sgurce-Address (SA) 42 20 98
On the other hand, probing based approaches require activep Identification (IP) 72 6 102
probing to resolve IP aliases. Active probing incurs additional  Ally (uses SA&IPI) 77 5 98
measurement traffic overhead into the network. In addition,
it strongly depends on routers to respond probes directed to Ally AAR
themselves. But, some of the ISPs configure their routers not 6
to respond probes directed to themselves due to performance,

privacy, and security reasons. This consequently reduces the
effectiveness of probing based alias resolution approaches. Fig. 5. Set comparison of IP aliases found by AAR aatig.
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Fig. 6. Abilene Backbone (from http://abilene.internet2.edu)

B. Verification of AAR

In this experiment, AAR successfully identifies 18 alias
pairs out of 23 aliases that exist in the network without any
false positives. AAR fails to detect the IP address aliases
at the Seattle router because this router does not appear on
any path as an internal router. In other words, the Seattle
router does not provide transit between Sunnyvale and Denver
routers. Similarly, AAR fails to detect alias pairs at Atlanta
and Houston routers since Atlanta-Indianapolis and Houston-
Kansas City links do not appear in any of the collected paths.
Based on these observations, we conclude that due to unicast
routing preferences, our data set does not include necessary
information to detect related alias pairs on these routers.

VI. CONCLUSION

In this paper we have focused on IP alias resolution
problem. First, we have emphasized the importance of alias
resolution for Internet measurement studies. Then, we have
presented the existing probing based approaches and discussed

In this subsection, we experiment with a small data smeil’ limitations. Next, we have introduced a graph theoretic

to measure effectiveness of AAR. We use the interface leermulation of a simplified version of the alias resolution

topology map of the Abilene network, shown in Fig. 6, t®roblem and have presented an algorithm, AAR, to solve this
verify the correctness and completeness of alias pairs returfégblem. Finally, using a collected Internet topology data, we
by AAR. We carefully choose 11 AMP vantage points suchave shown the superiority of our approach over the existing
that each router in the Abilene network appears as an entryadjlernatives with respect to their overhead and effectiveness.

an exit point in at least one of the paths among these vantage

points. After collecting path traces among 11 vantage points,

to Abilene network (i.e., IP addresses are in 198.32.8.0/2¥"
Hence, our data set includes partial path traces belonging to
Abilene Internet2 backbone network. 0
After preparing the data set, we run AAR aallly on path
pairs to identify the number of alias pairs corresponding to
Abilene backbone routers. Table Il presents the results whetd
the first column indicates the geographical location of the
routers, the rest of the columns give the number of aliaB]
pairs as obtained from the real topology map; from the AAR
approach; and fronally approach, respectively. According [4]
to the results,ally remains completely ineffective for this
experiment. A careful examination afly outputs shows that

Abilene routers do not respond tdly probes causing it to Bl
return 'No Decision’ for all the cases. -
TABLE Il

NUMBER OF IP ALIASES IN ABILENE BACKBONE 71

Node Location From the Map From AAR  Froaily 8]
Atlanta 3 1 0
Chicago 1 1 0

Denver 3 3 0 (]

H'ouston _ 3 1 0 [10]
Indianapolis 3 3 0
Los Angeles 1 1 0

Kansas City 3 3 0 [11]
New York 1 1 0

Seattle 1 0 0 (12]
Sunnyvale 3 3 0
Washington 1 1 0

ACKNOWLEDGMENTS

we obtain path segments where each router on the path belon,%-ghe authors would like to thank Tony McGregor for pro-

ing the AMP data.

REFERENCES

R. Teixeira, K. Marzullo, S. Savage, and G. Voelker, “In search of path
diversity in ISP networks,” ifProceedings of the USENIX/ACM Internet
Measurement ConferencéMiami, FL, USA), October 2003.

S. Bilir, K. Sarac, and T. Korkmaz, “End to end intersection character-
istics of Internet paths and trees,” lIBEE International Conference on
Network Protocols (ICNR)(Boston, MA, USA), November 2005.

D. McRobb, K. Claffy, and T. MonkSkitter: CAIDA’s macroscopic
Internet topology discovery and tracking tpdl999. Available from
http://www.caida.org/tools/skitter/.

A. McGregor, H.-W. Braun, and J. Brown, “The NLANR network analy-
sis infrastructure,1JEEE Communications Magazipeol. 38, pp. 122—
128, May 2000.

N. Spring, D. Wetherall, and T. Anderson, “Scriptroute: A public internet
measurement facility,” irfNorth American Network Operator’s Group
October 2002.

V. Paxson, J. Mahdavi, A. Adams, and M. Mathis, “An architecture
for large-scale Internet measuremenEEE Communicationsvol. 36,

pp. 48-54, August 1998.

N. Spring, R. Mahajan, D. Wetherall, and T. Anderson, “Measuring ISP
topologies using rocketfuel JEEE/ACM Transactions on Networking
vol. 12, pp. 2-16, February 2004.

A. Lakhina, J. Byers, M. Crovella, and P. Xie, “Sampling biases in
IP topology measurements,” iAroceedings of IEEE INFOCOMSan
Francisco, CA, USA), March/April 2003.

D. Alderson, L. Li, W. Willinger, and J. Doyle, “Understanding Internet
Topology: princlPles, models, and validation,” vol. 13, December 2005.
J. Pansiot and D. Grad, “On routes and multicast trees in the Internet,”
ACM Computer Communication Reviewol. 28, pp. 41-50, January
1998.

R. Govindan and H. Tangmunarunkit, “Heuristics for Internet map
discovery,” inlIEEE INFOCOM March 2000.

M. R. Neil Spring, Mira Dontcheva and D. Wetherall, “How to resolve
IP Aliases,” tech. rep., University of Washington, May 2004.



